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One of the most important and game-changing methods of refining marketing materials, 

A/B testing (also known as split testing) has become the subject of seminars, ebooks, slick 

articles by experts, and more. But while the method has grown in popularity enough to 

almost become a buzzword, few people really understand the key factors: why, when, and 

how to put it to use. Particularly in the email marketing industry, A/B testing is a vital 

component of the broader development and quality assurance process; for that reason, it’s 

important to understand the topic in more depth.  

 

What is A/B Testing? 

In order to get to the deeper questions of when, how, and why, first it’s important to 

discuss what A/B testing, or split testing, really is. As a general definition, A/B testing is a 

method of experimentation where one (or more) variables are tested against a control 

group. More directly, A/B testing compares the performance of two different variations of a 

base concept against each other, using a random sample of consumers. Both variables are 

tracked in terms of the behavior that each variation triggers, and analysis of the data leads 

to the conclusion of which variable performs better.  

The method can be used to test a range of different factors that can affect campaign 

performance, from sales and conversions to number of leads generated, engagement, and 

more. For example, an A/B test can be set up to establish which call to action triggers more 

clicks on an email design; if one variation produces better engagement with the email, but 

lower click-through rates, it points to the other variation being the better option. Those 

emails sent out that don’t result in conversions (in this case, clicks) of course do represent 

a loss--but the goal of the test is to refine for the future, and to gain better knowledge as to 

what works best. 

Over time, and across multiple rounds of testing, the data compiled gives a roadmap to 

more nuanced improvements, incrementally increasing performance and ROI. This process 

is sometimes referred to as continuous optimization; and while it is more popular for site 

design and some other channels, it does have a place in email marketing as well. 

Continuous optimization through split testing allows marketers to improve designs on a 

constant basis without the risk inherent in random complete redesigns. 

 

 



 

 
 

 

Armed with the knowledge of what split testing is, it’s also important to address what it is 

not: 

● A/B testing is not a cure for all problems 

○ Some issues in regard to conversions, engagement, etc. can be eliminated via 

split testing, but not all of them can be. 

○ Split or A/B testing can only prove or disprove a specific hypothesis, 

regarding a specific variable. 

● A/B testing is not thrilling or sexy 

○ On a day-to-day level, split testing doesn’t generate data that is going to be 

massively exciting; it generally shows only very incremental differences 

between the variations being tested. 

○ The goal of A/B testing is to generate long-term data regarding trends and 

consumer behavior, not immediate big results. 

● A/B testing is not immune to bad data 

○ Bad data still leads to bad analysis, aka “garbage in, garbage out.” 

○ Tests involving poorly defined variables, or too many variables, will muddy 

the data. 

○ Improperly prioritized variables can also result in useless information. 

● A/B testing is not a permanent answer to most questions 

○ Seasonality, shifting demographics, and more factors can change results over 

time. 

○ What makes a big difference on one test may make no difference or only a 

negligible difference in another test. 

○ Split testing should be looked at as a current and trend-based look at what 

works and what doesn’t. 

● A/B testing is not appropriate for all decisions 

○ While split testing can provide valuable insights into consumer preferences 

and other important issues, it isn’t useful for every single decision. 

○ Some decisions are better made through other testing and analysis methods, 

especially open-ended questions with multiple variables. 

 

 

 

 

 



 

 
 

Why Should You A/B Test? 

The most basic, foundational reason for A/B testing your email marketing campaigns is 

that the method gives you a clear picture of specific items that work and don’t work within 

the variables of your campaigns. In the A/B or split testing method, you can put quality 

data to use to make smart decisions to improve performance; at the end of the day, that is 

what every marketer and brand wants. But of course, there are many ways of putting data 

to use in decision-making processes--so why A/B testing in particular? 

 

Measurable Results 

Split testing, done properly, provides measurable results that are easily actionable. You can 

project with a fair degree of confidence how broader audiences will respond by knowing 

how a representative audience has responded--which minimizes the risks inherent in 

making changes to various elements in your campaigns. 

 

Incremental Gains 

Of course, everyone loves a boom in sales and revenue; and while any given test isn’t 

necessarily going to set up a sudden dramatic increase in leads, conversions, sales, or 

whatever else the goal is, each test you perform provides another opportunity for steady, 

sustainable growth. This method also means that rather than taking a risk on a dramatic 

overhaul, you can save money by incorporating small changes that pay themselves off more 

quickly. 

 

Working Smarter, not Harder 

A/B testing allows you to identify specific, key items to develop and change, which takes 

less time and effort than changing everything with each new campaign. The process of 

isolating specific items in design, copy, and other factors also means that you have the 

chance to prioritize those aspects that are most important to driving results. Less wasted 

time and effort means a better return on the investment. 

 



 

 
 

Lower Risks 

Every tweak, development, or change in an email campaign carries a certain degree of risk 

and starting from scratch to create a completely new campaign carries the most. Split 

testing allows you to minimize those risks in each campaign by verifying what works ahead 

of time and incorporating the best aspects into future productions. Knowing that the data is 

on your side gives you more freedom to focus on aspects that aren’t quite as concrete to 

unravel.  

 

When Should You Test? When Shouldn’t You Test? 

Having addressed what and why, the question that should be on the top of your mind is: 

when is A/B testing useful--and when is it not? As mentioned before, there are certain 

decisions and situations in which A/B testing excels, and others in which it just isn’t the 

right tool for the job. Knowing which situations fall into which categories will help you to 

make use of this valuable tool.  

 

When to test 

At base, the answer to the question of when to employ A/B testing is simple: you should 

conduct an A/B test whenever you have specific, concrete variations on a component, and 

want to know which of those variations will perform the strongest. This is, of course, a very 

general statement, but as a quick set of guidelines, consider that you should test in this 

manner under the following conditions: 

● You have a concrete, clear goal to achieve from the testing 

○ Examples:  increase in click through rate, increase in open rate, increase in 

time spent engaging with the email 

○ The more specific the goal in terms of end results, the better testing will be 

able to provide insight. 

● You have highly specific variables that contribute to the success or failure of that 

goal 

○ For email marketing, these variables are usually in one of a handful of 

categories: subject line, copy, creative, call to action, list segmentation, 

timing, offers, and a few other technical issues. 

○ Within the category of creative, examples of variables to test can include one 

image over another, format/layout, color scheme, logo, etc. 



 

 
 

○ For subject line, testing should focus on different phrasings of the same basic 

“hook,” or use of specific keywords. 

○ Testing for copy in the email body should compare variations of the same 

information phrased in different ways, or on varying levels of formality. 

○ Timing should consider specific times of the day or days of the week. 

○ In short, variables should be discrete, easily comparable, and show relatively 

small differences. 

● You can collect data in a meaningful way about those variables and the impact they 

have on the goal 

○ Certain goals are easier to track than others: click-through rate for example is 

easier than overall engagement. 

○ Variables you’re testing should be ones you can track and connect to a 

particular outcome; for example, connecting call to action to click through 

rate is fairly easy, while connecting copy to the same outcome represents 

more of a challenge. It’s still possible but requires more advanced planning. 

● You have the means to implement the changes suggested by the test’s outcomes 

○ If there’s no way to meaningfully implement changes to the variable you’re 

testing (for example, a brand-wide logo that would require a complete 

overhaul of materials), it is much lower in priority compared to something 

that can be immediately implemented. 

○ Make sure before you test a variable that it is something over which you have 

complete control. 

When not to test 

With the guidelines as to when you should conduct an A/B test in mind, there are a couple 

of reasons to decide not to pull the trigger on the testing. While some of these are readily 

apparent in the checklist above, there are some more specific situations in which you don’t 

even need the checklist to determine that split testing won’t give the insights you need.  

 

When you don’t have the means to gather sufficient data: If your sample pools available 

for testing are too small (for example, you have a very small email list to begin with), or you 

don’t have sufficient baseline information about the goal you’re interested in, you should 

hold off on testing until you know that you can get meaningful information and insights 

from the testing process.  

● If your email list is under about 100 addresses at bare minimum, the insights you’ll 

be able to get just aren’t as reliable as they would be with a larger sample to choose 

from. 



 

 
 

 

● If you’re just starting out on email marketing and have no baseline figures for opens, 

click-through, or whatever other factor you’re interested in, it’s much better to wait 

for several cycles before engaging in A/B testing to have a control group of data. 

 

When what you’re testing amounts to a bug: If the thing that’s causing lower opens or 

clicks is an issue of a broken function, there’s no need to A/B test; fix the problem before 

figuring out what to test. Split testing should come after eliminating any issues that are 

functional rather than form--there’s no need to split test a call to action if the call to action 

isn’t rendering or the link is broken. 

 

What to Test 

At the most basic, you can test whatever makes sense--offers, layout, copy, imagery, call to 

action (wording, placement, design), time of day, etc.--just make sure that what you test is 

something notable enough to have an effect. 

It’s easy to get wrapped up in an internal debate and decide to test something that turns 

out to be so insignificant to the users that no meaningful results could be gleaned from the 

data. This is a waste of your time, resources, and data points. As you get into testing, you 

will get a feel for how discerning your audience is and what types of tests are too small. 

Some examples of what elements to test include: 

● Subject lines 

○ Key words/phrases to increase urgency 

○ Subject line length (shorter versus longer) 

○ Inclusion of personalization/name 

○ Geographic indicators 

● Email copy 

○ Formal versus informal 

○ Urgency indicators 

○ Level of detail provided 

○ Short copy versus longer copy 

● Creative Design 

○ Color schemes 

○ Layout 

○ Image selection 



 

 
 

 

○ Density of design features 

● Call to action 

○ Placement 

○ Wording 

○ Color/shape of CTA 

○ Number of CTA buttons 

● Deployment/delivery 

○ Time of day 

○ Day of week 

○ Frequency 

● List segmentation 

○ Demographic groupings 

○ Buying history segments 

○ Position in sales funnel 

○ Engagement level  

● Offers 

○ % off versus $ off 

○ Different values for % off 

○ Non-price reduction offers 

○ Time-dependent offers 

Of course, this is just a sample; there are plenty of other things that you can choose to test, 

provided the variables you’re selecting are along similar lines: variables that are in your 

control, that are specific and concrete, and connected to the outcome you’re interested in.  

 

How to Test 

Now that we’ve discussed the when, why, and what when it comes to A/B testing, we can 

tackle the most technically complex question: how? Split testing is not a difficult 

undertaking on the most basic level, it is a very detail-oriented process. By taking things 

step by step, and knowing how to get things started properly, you can do your best to get 

results you can understand. Just like an elementary school science fair project, the steps 

themselves are straightforward. 

 

1. Create a hypothesis 

 



 

 
 

 

The first step for any kind of testing is, obviously, to figure out what it is you’re testing. In 

the case of A/B testing, that means creating a hypothesis to prove or disprove. For example: 

“The new (test) subject line will increase read rate by five percentage points.” A good split 

testing hypothesis has a clearly stated objective, and a clearly considered variable that 

impacts that objective. This ensures you will not only be able to successfully choose the size 

of your test and control groups, but also helps down the line in making a clear 

determination as to whether the test was successful. 

 

2. Use your hypothesis to create a random sample for test and control groups 

In our example, we are testing open rate. Therefore, we will be comparing the new subject 

line to historical open rates, to see if there is an improvement (more specifically, that 

there’s a 5% improvement). If you have a historical read rate of 12% for the subject line 

you are testing, you have to decide the minimum difference you want to be able to detect. 

While an improvement of five percentage points is the goal, the increment of improvement 

you’re able to detect also provides a valuable insight into whether your hypothesis is 

completely right, totally wrong, or somewhere in the middle. The smaller the change you 

want to detect, the larger your sample size will need to be (which translates to a larger 

number of emails that must be sent).  

 

3. Understand statistical significance for your groups 

The question of whether the results are "statistically significant" is about determining 

whether a test’s results are meaningful to you. How do you know if your test results are 

statistically significant? The best way is to have a properly stated hypothesis and a correct 

sample size for the test and control groups. From there you can determine what level of 

improvement (as expressed by a rate) is meaningful and indicates that your hypothesis has 

merit. 

Continuing with the example of the subject line test, if your control read rate is 12% and 

the test read rate is 13%, the test is not statistically significant, and your results would be 

inconclusive even if one group performed better than another. If the control read rate is 

12% and the test read rate is 15%, the test is statistically significant, and the test read rate 

performed significantly better than the control read rate. 

 



 

 
 

4. Determine how long to run the test 

This is a tricky question that requires both domain expertise and statistical knowledge. 

With email marketing, this is dependent on how much data you need to collect to get a 

meaningful conclusion. For email his means, rather than waiting to see if you have enough 

impressions to decide, you decide the sample size beforehand (how many emails to send). 

While you may have to run a test variable more than once to get something concrete, the 

sample size is a major function of how long your test will run.  

 

5. Compare results 

To continue the example, say that you ran your subject line test.  First you would compare 

rates and see if they are statistically significant using the sample size information (as 

discussed above). Then using your hypothesis, based on the results from the significant 

testing, you would decide whether your test was a success, failure, or inconclusive.  

What does a “success,” “failure,” or “inconclusive” result mean for your company goals? 

Well, if for example, your test only improved subject line read rates by three percentage 

points; even though three percentage points is still statistically significant by your test 

hypothesis, the test would be a failure because three percentage points is less than your 

stated goal of five percent. Is the three-percentage point increase a large enough change to 

push that new subject line to everyone? Deciding that is an important function of 

comparing the test variable with the control.  

 

6. Draw conclusions and move forward 

If your test is a success, clearly that means that you should push out the test variable to the 

whole list. But once that conclusion is reached, that doesn’t mean that you’ve done with 

testing. One of the best and worst things about testing is that you can always do more. An 

important thing to remember is that several outside variables--such as new subscribers, 

time of year, and more--can affect whichever test variable you are using; there is no 

permanent answer to any hypothesis. Therefore, you will need to continue testing factors 

over time, to continue maximizing ROI.  

 

Over time, you will find more factors to test, and more ways to refine the process; mostly 

you will likely find yourself tweaking the way you develop a hypothesis, to discover more 

significant insights or to narrow down the factors you’re testing. You will also learn how to 



 

 
 

streamline the process of selecting a representative sample, and pre-planning a time frame 

to conduct the tests in.  

Conclusion 

Now that you understand the what, why, when and how of A/B testing, you can implement 

it in your email marketing campaigns in a fully effective way. Split testing allows you to 

make decisions that will improve your ROI consistently over time, gauging performance on 

a variety of factors that can contribute to customer response and behavior in reaction to 

the message you broadcast.  

By taking advantage of A/B testing, you can empower your development teams in choices 

moving forward, armed with the knowledge of what works and what doesn’t. It also allows 

you to mitigate the risks associated with changes and tweaks to strategy, copy, and creative 

by giving a better picture of what the likely response will be. Conducting A/B testing may 

not be the most exciting task on a day-to-day level, but it generates very exciting results 

when employed in the right way and with the right attention to detail.  
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